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Halide

A language and compiler for image processing.

Bilateral grid Local Laplacian filters Fast Fourier transform Camera pipeline
Reference C++: 122 lines  C++, OpenMP+iIPP: 262 lines FFTW: thousands Optimized assembly: 463 lines
Quad core x86: 150ms Quad core x86: 210ms Quad core x86: 384ns ARM core:  39ms

CUDA C++: 370 lines Quad core ARM: 5960ns

GTX 980: 2.7ms
We have so many processing algorithm pipelines.

We have to write many (efficient) implementations for them.
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Halide

Separating the algorithm from the schedule
- Algorithm: computation of the program
- Schedule: semantic equivalent transformations (primitives)

> sliding window ' < I
algorithm lowering — hfb:rt:r‘:e - optimizaton — flattening - &unm?;" > generation
- autotuner —-» schedule - & storage folding ik
Input: Algorithm Sec 4.1: Lowering out Sec 4.2: Bounds inference
blurx(x,y) = in(x-1,y) par for out.y. in 0..out.y.extent/4 et ‘b"l-l-.l.'rk— y“ﬁii-h S
+ in(x,y) for out.x in O..out.x.extent/4 e R s T
+ in(x+1,y) for out.y, in 0..4 — _4%out.y,.min + out.y,.min - 1
out(x,y) = blurx(x,y-1) vec for out.x, in"9..4 Sec 4.4: Flattening

out(4*x +x,,4%y +y.) =
blurx(x,,y,-1)
+ blurx(x,,y,)

blurx(x,y)
blurx(x,y+1)

out[out.y.stride*(4*(out.y -out.y .min)+out.y,)
+4* (out.x -out.x, .min)+out.x ]
= blurx[blurx.y.stride*(out.y -1-blurx.y.min)+out.x -blurx.x.min]

+ 4+ 0

Input: Schedule + blurx(x,,y+1) + blurx[blurx.y.stride*(out.y, -blurx.y.min)+out.x -blurx.x.min]
blurx: splitxby 4 - x,, x, Sec 4.1: Lowering blurx + blurx[blurx.y.stride*(out.y +1-blurx.y.min)+out.x -blurx.x.min]
YOG X, alloc blurx[blurx.y.extent][blurx.x.extent]
108 MLOME X, for blurx.y in blurx.y.min..blurx.y.max Sec 4.5: Vectorization
CompAts 8k out. Y, for blurx.x, in blurx.x.min/4..blurx.x.max/4| [vec for blurx.x, in 6..4
out: split xby 4 —x_, x| vec for blurx.x, in ©..4 blurx[blurx.y.stride*blurx.y+4*blurx.x +x,) = ...
splitybyd—y_ .y, blurx(4*x +x,,y) = |
reorder: y , X, ¥,, X, in(4*x +x,-1,y) & blurx[blurx.y.stride*blurx.y+4*blurx.x +ramp(4)]
parallelize: y, + in(4*x +x,,y) = in[in.y.stride*(blurx.y.min+blurx.y)+4*blurx.x +ramp(4)]
vectorize: X, + in(4%x +x+1,y) I .-
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Halide

A language and compiler for image processing.

Bilateral grid Local Laplacian filters Fast Fourier transform Camera pipeline
Reference C++: 122 lines  C++, OpenMP+iIPP: 262 lines FFTW: thousands Optimized assembly: 463 lines
Quad core x86: 150ms Quad core x86: 210ms Quad core x86: 384ns ARM core:  39ms

CUDA C++: 370 lines Quad core ARM: 5960ns

GTX980: 2.7ms
Halide algorithm: 34 lines Halide algorithm: 62 lines Halide algorithm: 350 lines Halide algorithm: 170 lines

schedule: 6 lines schedule: 11 lines schedule: 30 lines schedule: 50 lines
Quad core x86: 14ms Quad core x86: 92ms Quad core x86: 250ns ARM core: 41ms
GPU schedule: 6 lines GPU schedule: 9lines  Quadcore ARM: 1250ns DSP schedule: 70 lines

GTX980: 2.3ms GTX 980: 23ms Hexagon 680: 15ms
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Tensor Comprehension

The same problem happens in machine learning (ML).
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Tensor Comprehension

From image processing to tensor programs.

{s(i,j) |0<i<NAO<Z <K} Domain[{s(é,j) [0<i< NAO<Lj < K}
Domain | {T(i,j,k) |0 <i< N {1(i,7,k) |0 <i< NAO<j < KAO< k< M}
MLF<KANI<Z<EkE<M} Band[}sgé’j)) _}Ei,jﬁ
Sequence T(i, 9, k — (i, 7
gilter{s(i,j)} Sequence ’ ’
Band{s(i, ) — (i,3)} Filter{s(i, j)}
Filter{T(¢, j, k)} Filter{T(%, 7, k)}
Band{T(i, j, k) — (i, j, k)} Band{T(i, j, k) — (k)}
(a) canonical sgemm (b) fused
{s(i,j) |0<i<NAO<j<K} Domain | 1803 10<i<NAO< <K}
Domain | {T(i,,k) |0 <i< N OmA | (3 5 k) |[0<i< NAO<j<KAO<k< M}
N<j<EKA0<E< M} Band[{s(i%j) — (32]i/32],32|5/32))}
Band [{S(isj) — (32[:/32],32];/32])} {T(s, 5, k) — (32]i/32],32[5/32])}
{T(i"}.l’k.:) — (32‘|_‘i:f32j, 32Lj/32j)} Seq].lence -
Band [{S(@,j) — (1 mod 32,3. mod 32)} Fllter{S(i,?)l} . .
< {T(i,5,k) — (i mod 32,7 mod 32)} Flﬁ:??'lj{(i(;, i))}—} (¢ mod 32, j mod 32)}
Filter {S(i, 1)} Band{1(i, j, k) — (32[k/32))}
Filter{T(i, j, k)} Band{T(1, j, k) — (k mod 32)}
Band{T(i, j, k) — (k)} Band{T(i, 7, k0 — (i mod 32, j mod 32)}
(c¢) fused and tiled (d) fused, tiled and sunk

_
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Tensor Comprehension

Another magic: auto-tuning of transformation schedules.

Instead of writing the schedule, we can somehow search the schedule.

Compilation jobs Profiling jobs :
/_)' > .
Tuning -
CPUs Database GPUs
- [Search Strategy}:

_
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TVM

Generic representation for ML algorithms and accelerators
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TVM

Generic representation for ML algorithms and accelerators

te.placeholder((8,),
dtype="float32", name="A")

B = te.compute((8,),

lambda *i: A(*xi) + 1.0, name

func = te.create_prim_func([A, B])
mod = IRModule({"main": func})

s.split(i, [2,
IRModule

@tvm.script.ir_module
class IRModule:
@T.prim_func
def main(a: T.handle, b: T.handle):
A = T.match_buffer(a, (8,))
B = T.match_buffer(b, (8,))
for 1 in range(8):
with T.block("B"):
vi = T.axis.S(8, i)
Blvi] = Alvi] + 1.0

TensorIR

E @tvm,script.ir_module
| class Module:

! @T.prim_func
'

1

1

'

def main(a: T.handle, b: T.handle):
A = T.match_buffer(a, (8,))
B = T.match_buffer(b, (8,))
for i_@, i_1, i_2 in T.grid(2, 2, 2):
with T.block("B"):
vi = T.axis.S(8, i_@x4+i_l#2+i_2)
= Alvi]l + 1.0

! Blvil

mod.script()

2, 21) s,reorder(i_2,i_@,i_1) tvm. build(mod)

IRModule

interactive

IRModule

imod.script( )

E @tvm.script.ir_module

! class Module:

' @T.prim_func

H def main(a: T.handle, b: T.handle):

H A = T.match_buffer(a, (8,))

' B = T.match_buffer(b, (8,))

i for i_2, i_@, i_1 in T.grid(2, 2, 2):

! with T.block("B"):

H vi = T.axis.S(8, i_0x4+i_1x2+i_2)
H Blvil = Alvi] + 1.0

optimization flow

UC San Diego

Runnable
Module




Summary

Compilers

Domain

Hardware

Autotuning

Comments

Halide

Image processing

Tensor
Comprehension

ML

ML

Fractal

Sparse ML

UC San Diego

Mercury

ML

CPU/GPU

GPU

GPU/Accelerator

GPU/Accelerator

Multi-GPU

Cost-model guided
beam-search

Genetic search

Template-free

Enumeration-based

Enumeration-based

First scheduling
language

Early ML support

Extending to
accelerators

Extending to sparse
ML

Expanding to multi-
GPU
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LLM Model Scaling

@OpenAI
©GPT-5
. ?
12 Google Al
Switch-C . .
1.5T Model size grows rapidly
%) GPT-3
Q 1.B . .
T Cost is expensive
© G P
© GPT-2
3 2} 1.58
sl

AlexNet jiM

61M

ResNet
117M

Q Model Compression

2016 2018 2020 2022 2024

2012 2014
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Model Compressioninal Model

) E

(o
Q

Distillation

Quantization
Smaller Model

Less Precision

K

Pruning \- l
Fewer Connections

S

g M-
& - @
s -

_



UC San Diego

DNN Pruning

Trained Dense Model Pruned Sparse Model Fine-tuned Sparse Model

> >
AN ANV ¢

Pruning Fine-tuning

Memory Footprint ~

< > Computational Complexity ~
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Accuracy and Performance
Tradec

1Accuracy

~
o
1

[e)]
u

9]
(9]
1

1 Performance

A | | B C: -

40 50 60 70 80 90 100
Sparsity [%]

w
o

ImageNet Validation Accuracy [%]
[*)]
o

SN
w

A: Sparsity as Regularization B: Sweet Point C: Sparsity Limit
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Sparsity Challenge on
F_IA.MLA”AALCDJ_L\

4K X 4K x 4K Sparsity is not a friend of
7000 GPU
6000
5000 D> Random memory access
5’_ 4000
£ 3000 D> Less compute intensity
2000
d
0 | — .
Dense 24 5.0% 1.0% 0.5% 0.1% 5.0% 1.0% 0.5% 0.1% Over 99% Spa I‘Slty to beat
Sparse
’ dense
Tensor Cores cuSparse CUDA cores custom, CUDA cores
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Structured Pruning Patterns
GPU Tiled GEMM: ~ ° —

A C r
'_l r
..... :: .
L ___1 Pruned Units » :
i :

T \r.m‘v.'\"u\“m B A
8 A

ak el b Bt Wiy “\ “u‘ I‘ i “ \”\J\‘
VEigd A s (kA bl
i AR Anumqnw R o
@ Element Wise @® Column Wise © Block Wise O Tile Wise @ Vector Wise

Maximize hardware performance 613 Alleviate accuracy degradation

N\ N\

_ Structured Patterns



Sparse Operator Libraries

Hardware Performance

UC San Diego

Backends

Sparse Pattern Model Accuracy Operator Library
CuSPARSE
Element-Wise (e
Sputnik
TileWise
Tile-Wise @
MagicCube
BlockELL
Block-Wise @
Triton-BW
Vector-Wise 7 CUSPARSELt

®
®

) (@ @&

® E

CUDA
All
A100,V100
A100
CUDA
CUDA

Sparse TC

Selecting optimal patterns for: DNN model, operator, backend is challenging.

_
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Need for Pattern Tuning System

DNN Pruning Algorithms

Zero-Shot Static Movement

Prior Arts l &  This Work
I P A 1
|Sparse OP Libraries : Fractal We need a Structed Sparse
: | Pattern Tuner ) pattern tuning system!
I Tile Wise CUSPARSELT | l T
: (Tile Pattern) (2:4 Vector Pattern) |
I | Sparse OP Compiler
| |

o s ;

GPU Sparse TC CPU

Backend Hardwares

_
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Loop Penl‘oration
A:

>

<
=
7

N
’ [; l | indices: |1 3

J
f Perforate | 50%
Dense Loop: > Sparse Loop:
For (. 0,41 For (i_index: int, 0, 2):
or (i:int, 0, 4). i = |_indices[i_index]
For (j: int, 0, 4): For (j: int, 0, 4):
All, ] = Al, ]} All, ] = Ali, 2

Construct structured sparsity pattern with loop perforation.

_
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PatternIR: Loop-based Pattern
ReprESE Loop name ,\ - 2 Non-zero elements (sparse length)

Ilength] length

Loop dependency ‘> ﬁ Loop full length

<€ >

B I N cﬁ/

_

@

7 7 7 7 7
|\ PP Uz Gd N
v # - o -
//% i 7 T / // 2
For (i_index:int, 0, 8) For (:int, 0,4) For (i int, 0, 4). For (i0j0_index: int, 0, 2): For (i-int, 0, 4):
ij = IJ_indiceslij_index] For Gg_lnqex:_ int, 0, 1. For (jO: int, 0, 2): i0j0 = 10J0_indices][i0j0_index] For (j0_index: int, 0, 1)
1'90; ai)__:::il(c)esz[;.o_lndex] For (1_index: int, 0, 1) For (i1: int, 0, 2 j0 = JO_indices[j0_index]
1ML U, 2) j1 = J1_indices[j1_index] For (j1:int, 0, 2): Fojr1Gijl?ijii)ézicl:r:syhg’_:r::dex]
EW: 15 TW: 1,J03J1, VW:,d0J15  BW: 10402101,  TW+VW: 1,J0LJ1)

Explore novel hybrid patterns!

_
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PatternIR Parsing

Sparse Pattern Fractal-ELL PatterniR Sparse Loops
Valuel_ _____ Transpose  Parsing
J04 J14 m DI1V= v VH < - For (i0: int, 0, 4): Outer Block Wise Pattern Loops

\ \ \ e N N N ,*
\\\\:\i\z; S - .- \\\\\\\\\\\§ Vah:efO] , Jo0 Indl;:es[lO]
|04 \\\\\\\ _X\\ |14 . iig & Valye[lo jo_i er] / o .
\\‘l\\\i\%\\\\\ \\x & "Illl'V aw 1@ ¢ 7 ’ Foir‘l(I=1_Illtjrr;é?é,eg[,ig,):jo_iter, i1_iter]
\%\\\\\\\\\ vii Vi \ VaIue[lO 0 dter.i1_iter]
AR o T

v i vi i - - For (j1: int, O, 4):

| i
P

— For (jO_iter: int, 0, 2):

jO = JO_Indices]i0, jO_iter]

Inner Row Wise Pattern Loops

- =
- -

& Pruned Units Remained Units -
Value[io, jO_iter, i1_iter, j1]

Fractal-ELL: store values and indices given the loop in PatternIR

Sparse Loops: loop up indices associated with the loop

_
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System Overview

DNN Model

Fractal

v

4— Sparse Mask II

[

o OP Pruner
Pattern Search PatternIR c
Space Generation Tuner 2 oo G
9 9 2 6.“ ode Generator
W ; !
iy VIS— - | Cost Model - Operator Tuner
. :uner N B e : v
onfiguration P
T i )
L. ¥
Backends

UC San Diego

1. Pattern Space Generation

2. Accuracy Estimation

3. Performance Evaluation

4. Optimal pattern tuning

_



Code Generation

Dense Operator (1)

A = match_buffer(a,[1024,1024],float16)

B = match_buffer(b,[1024,1024],float16)

C = match_buffer(c,[1024,1024],float16)

for i,j,k in grid(1024,1024,1024):
CLi,3] += ALi,k] * BIk,j]

Pattern Search Space Generation

Tiling Schedule (28
i0,i1,i2 = Split(i,4,8,32)
ko,kl,k2 = Split(k,32,8,4)
Reorder(i®,i1,k0,k1,k2,i2) H

[
Perforation Schedule OH

Perforate(il,3)
Perforate(ko,28)
Perforate(kl,5) H

PatternIR Schedule

PatterniR Parsing

(4] Sparse Operator Program |

Sparse Axis |

I0 = dense_axis(4)

I1 = sparse_axis(I0,(8,3),(indicesd))
K@ = sparse_axis(I1,(32,28),(indicesl))
K1 = sparse_axis(K@,(8,5),(indices2))
K2 = dense_axis(4)

I2 = dense_axis(32)

J = dense_axis(1024)

a,[10,I1,K0,K1,K2,12],floatl6)
B = match_buffer(b,[1024,1024],floatl6)
C = match_buffer(c,[1024,1024],float16)

Sparse Iteration

with sp_iter([10,I1,K0,K1,K2,I2,3], SSRRRSS, spam) as [
10,i1,k0,k1,k2,i2,j

1: C[i@*256+11*32+i2,j] += A[i0,11,k0,k1,k2,i2] *

B[k0*32+k1*4+k2, 7]

I

I

I I
I I
I I
I I
I I
I I
I I
| Sparse Buffer |
| A = match_sparse_buffer( [
I I
I I
I I
I I
I I
I I
I I
I I

UC San Diego

Sparse OP Lowering

Loop-based Tensor Program

(o)

for i0,11,k0,k1,k2,1i2,j in grid(4,3,28,5,4,32,1024):

C[i0*256+indices@[i0*3+11]+i2,j] +=

A[10*53760+11*17920+k0*640+k1*128+k2*32+12] *

B[indices1[10*84+11*28+k0]*32+\
indices2[10*420+i1*140+k@*5+k1]*4+k2, 7]

Operator Tuning

| |
Optimization Schedule O [

condense B
transform_layout A,B,C

k = fuse(ko,kl,k2)
12_0,i2_1 = split(i2,16)
j_0 , j_1 = split( j,16)
k@ , k.1 = splitC k,16)
reorder(i2_0,j_0,k_0,i2_1,j_1,k_1) —
tensorcore_blk = blockize(i2_1,j_1,k_1)

Tune efficient sparse pattern with the loop-based
pattern and underlying operator compiler.
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Operator Result

Latency speedup improvement on different shapes and sparsity.

-=-- Dense-cuBLAS mmm TW-TileWise  mmm BW-cuSparseBlockELL ~ mmm VW-cuSPARSELt  mmm Fractal
Sparsity Ratio: 50%

(=%
52
?
vl
(=%
wv
0 1024/1024/1024 4096/1024/1024 1024/4096/1024 T68/768/512 3072/768/512 768/3072/512 128/576/784 64/576/3136 256/1152/3136 4096/4096/4096 16384/4096/4096 4096/16384/4096
Sparsity Ratio: 75%
a3
3
g 2
Q-l _____ SR | (e | [ p—— | - S p—— [— R— — -
wv
0 1024M1024/1024 4096/1024/1024 1024/4096/1024 TRBITRAR12 3072/7T6ABIS12 T6RMANT2512 128/576/784 64/57R/3136 256/1152/3136 4096/4096/4096 16384/4096/4096 4096/16384/4096
8 Sparsity Ratio: 93.75%
(=R
3 6
w
3.4
a2
0

SpMM Operator Shape {M,-‘K!N)
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Backend Results

(a) A100 Tensor Core
(b) A100 CUDA Core
=@- Fractal 12.5
4 | =~ BW-cUSPARSE BlockELL . ¢ :V‘ﬁrailon
o ; == TW-Tile Wise a ' 4= EW-SparTA
§ =N BW-SparseTIR BSR B 7.5 | e EW-Sputnik
a == = Dense-cuBL @ 5.0 =f§= BW-TVM Sparse
2 v == = Dense-cuBLAS
2.5
1 - — g, -
0.0 bh
0.5 0.6 0.7 0.8 0.9 0.5 0.6 0.7 0.8 0.9 .
Sparsity Sparsity Supports different
(c) RTX-1080Ti (d) CPU backends and
g | o= Fractal 20 ar rractal achieve consistent
== BW-Triton 15 | == Ew-Scipy speedup.
= 6 | == EW-SparTA = == EW-Torch Sparse
3 =4§= BW-TVM Sparse D 10 | == Dense-Numpy
© 4 | === Dense-cuBLAS g
Q
0 0
5 5
0 A 0 — =1
0.5 0.6 0.7 0.8 0.9 0.5 0.6 0.7 0.8 0.9
Sparsity Sparsity

_
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Model Results

Find optimal sparse pattern and kernel for each operator.

mmm  Fractal-Attention-Value
= Fractal-Attention-Output

- B o e = —— - e

Fractal-Attention-Query
mmm  Fractal-Attention-Key

- W S B e—

mmm EW-Intermediate

mmm E\W-Output

. EW-Attention-Value
mmm  EVW-Attention-Output

e W -
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EW-Attention-Key
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Multi-GPU Operators

Using distributed GPUs to accelerate computation

Single-GPU Operator
Fgr iinl ; ( Operator ) ( Hardware
orjin
Clil+= ALi]" BIjl DSL {§?] Gnnflguramn
i N
| Auto-Tuner (§6) |
A . ¥
B :::-( Compute )r"} I c I ( Compute Schedules )
: Execution Waﬂﬁm: vy 1
(_ Communication Schedules )
Gpuo | |80 |8 (local_c{o]Ylocal_Cf1]) o> C[0] CommiR (§4) Candidates
Gru1 | AQ]| B0 | B[] (local_c{o] local_Cf1]) Cl1] | — Gen:mﬂﬂn = |
AllReduce| |AlReduce M
Local Gommunicatinn
s Lo
Parallel i {length: I} ( Distributed Operator )]
FaorjindJ

local Cl[j]+=A[i]*B[]]
AllReduce C[ | ], local_C[j]

_
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CommlIR for Communication

Introducing the communication schedule to represent the data transfer between GPUs.

/ \
0 Operator DSL @ Init CommIR | | ® Computation Schedule [ ® Parallel CommIR =
& n | l
def matmul(a: Tensor, b: Tensor, ¢: Tensor): read A[(l , J,), "float16” | Tile 1, 4 — | | M
# Define {axes ) read B(J, K), “float16" ] o tie 0o I F'grallﬁl l%
| = Axis("1", 128} wnthC: [(I, K ), “float16™ ] I' Reorder 10,J0,11,J1 | gra I?I 0 |
J = Axis("J", 128) =1 For i in | | h | ggr |
K = Axis("K", 128) Fg;lr ':;rfl < : ¥ Design Space : send(B[JO, (J1+10)%J1))
: I ive(BlJO, (J1+10+1)%.J1
# Match buffers with axis binding CliK+=AL1'BI.K | | [@ Communication Schedule [ GEMM(C 40110, 11290411 o),
A = match_buffer(a, [l, J], “float16") | | [! AJ10,(11+J0)%11,J0,(J1+10)%6J1],
B = match_buffer(b, [J, K], “float16™) I |Parallelize JO, O al B[JO, (J1+0)%6J1])
C = match_buffer(c, [l, K], “float18™) | |Parallelize J1, 1 l send(C{10,(11+J0)%I11,J0])
Shift J1, 10 receive(C[I0,(11+J0)%I1,J0]
# Assign compute grid with axes Network Topology | | Shift 11, JO | C[I0,(1+J0)%11)+=C_J0[10,(11+J0)%I1,J0]
for i, j, k in grid(ll, J, K], "srs"): | |Patch GEMM |
Cfi. K] +=Ali, j] * B[, k] DeviceMesh(shape=(2,4)) | X ) L
CommiR Parsing @ Design Space Generation CommiR Transformation

_
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Communication Patterns

0 Vanilla @ Transformation ® Transformed ! GPU Rank [R1l Replicated !
CommiR Schedules CommIR l. .......... -_.p ...... i
r Parallel i 0 IE]
B = AllGather(B[i], rank=i) ] —Ill
For | Parallelize | FEE 'i LBl Al
For = (ShadB,| +=AlLI'B 01 | R |
cil=AlgBl | T ___ _ o ______ -t Gather =—_ _
j —
f—i Reorder J,| Parallel | ol1 ol AL -
Parallelize J | Fori Reduce
>  AllReduce(Ci], Ali.j]"B[]) ‘
| A |=]|c o111
Reorder J,| ol1 Lol.|s IReduge_ 0
% Parallelize J Parallel | 1M1  scatter 1
3 Shard C, | For i .
- >  ReduceScatter(Cli], Alij]"B[i) Eﬂ

@ Initial Buffers

_
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Still a long way to go.
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